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Not your grandfather’s AI

Doubling capabilities every ∼7 months
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Addition of Reasoning Mode a Gamechanger
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LLMs getting much better at long tasks but progress uneven across occupations
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LLMs can write good quality academic papers now (1/3)

(with good human prompting and ideas)

• Josh Gans wrote a paper (now published in Economics Letters) in an hour using GPT-4o
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LLMs can write good quality academic papers now (2/3)

(with good human prompting and ideas)
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LLMs can write good quality academic papers now (3/3)

led by David Yanagizawa-Drott
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LLMs can write good quality academic papers now (3/3)
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Where We Are Today
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What I’ll Do Today

• Go over basic LLM concepts (tokens, reasoning, agents)

• Review options for IDEs, models, and subscriptions

• Demonstrate agentic coding in an IDE

• Discuss limitations & security
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Key Concepts



Autocomplete → Chatbots → Agents

• Autocomplete

• started with GitHub Copilot Tab-Complete in June 2022

• Predicts next tokens in your file based on local context

• Fancier version of standard autocomplete

• Chatbots

• started with ChatGPT in November 2022

• User prompts → Text response

• Passive, conversational interface

• Agents

• started with Claude Code in November 2024

• Can act on your behalf (read/write files, run commands)

• Have a loop: Think → Act → Observe → Refine

• Can handle complex, multi-step tasks (e.g., “Estimate Mincer regressions from this raw CPS

data”)
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Context is King

• Each LLM model has a context window/token limit

• GPT 5.4 and Claude 4.6 have 1M token limit

• Describes how much information model can read before session terminates

• 4 token ≈ 3 words
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Context Rot: Quality Depreciates as Context Window Fills Up
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Context pollution

• Context pollution happens when irrelevant information is included in the context window

• This can degrade performance and increase costs

• E.g., in a long-running chat:

• you may have tried something which failed.

• That failure is now read (neutrally) by the model in all subsequent interactions

• you may have switched from one subtask to another

• the first subtask will remain in context

• Solution: start a fresh session / use a good harness
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The “Harness” Around the Model

• The same model (e.g., GPT-4o) behaves differently depending on the software wrapping it

(the “harness”)

• especially relevant for long tasks that span multiple context windows

• Context Management: The harness influences what goes into the token window

• Retrieval: Finding relevant files/definitions from your whole project to answer a query

• Summarization: Compressing old history to save space

• System Prompts: Hidden instructions that guide style and behavior

• Result: A better harness can make the same model much more effective by managing

context intelligently

• part of the success of Claude Code’s implementation of Claude 4.6 is its superior harness

(ditto for Codex’s implementation of GPT 5.4)
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Specialized Files to Guide Agents

agents.md

• in your workspace directory, agents will always search for an ”agents.md” file

• will always be read into context

• useful for specifying:

• formatting preferences

• coding preferences

• directing agent to documentation

• things to avoid doing

Skills

• Key idea: LLMs may not know how best to do something (e.g., read PDF)

• Create a simple text file that tells an agent how to do a task

• Every Claude instance starts with list of tools + SKILL.md files

• Implementation: save to ~/.claude/skills/pdf/SKILLS.md
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Vibecoding

• Professional software developers engage in ‘Vibecoding’

• Not writing or reviewing code, just talking to the agent

• Most useful for prototyping

• Important to establish a ‘ground truth’

• Developers: App works ≈ Ground Truth

• Economists: Code runs 6= Ground Truth

• I expect we’ll increasingly use agents, but will still have to review code!

• exception: slides (won’t need to understand latex going forward)

• Downside risks:

1. Can’t answer crucial questions in seminars

2. Misstate what code actually does (Academic misconduct risk)
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Agents Work Well with Good Scaffolding & Documentation

Scaffolding

• Plan what you want to do

• you or the agent (“plan mode”)

• the more detailed the better
• add explicit tests

• e.g., “No missing values in outcome variable after cleaning”, not just “write a paper worthy of

Econometrica”

Documentation

• upload machine-readble data documentation into repository

• markdown (.md) files ideal

• if .pdf or .docx format, have agent skill for reading such docs

• make code easily readable

• e.g., give variables immediately comprehensible, substantive names, even if long

• add comments to code (or have your agent do so)
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Getting the Most Out of Agents

Work more like a software developer

Models initially optimized for software engineering

• Use version control (git) to track changes and manage risk

• enables use of worktrees for parallel coding

• agents benefit from seeing commit history and diffs

• Learn to use the command line!

• agents at home in CLI — they can’t point and click as humans do

• this is why Stata works seamlessly with agents once you instruct it how to run do files from the

command line

"C:\Program Files\Stata19\StataMP-64.exe" /e do [filepath/filename].do

• use APIs to allow agents to quickly grab data (US Census, IPUMS, World Bank, etc.)
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Decisions, decisions, decisions...



Many LLM Models

• But each has strengths and weaknesses

• Right now, Claude and GPT are the only ones worth using for complex economic research

tasks
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Many Development Environments

• I primarily rely on Visual Studio Code

• specifically the ‘Insiders’ version, at the

risk of instability

• Cursor

• OpenCode

• Antigravity

• etc.

22/33



Many LLM Plans

• Github Copilot:

• Free for academics

• Can work with all top models (GPT, Claude, Gemini)

• But: harness not quite as good as Claude Code, Codex

• Claude Code

• All the rage on X among economists & coders

• Works quickly

• Reputation to overproduce sloppy code (as of Opus 4.5; less so w/ 4.6)

• Limited to Claude models

• Codex

• Works more slowly

• Reputation to produce high quality code (with good prompting)

• Limited to GPT models

• Other cross-model IDEs: Cursor, OpenCode

• Autonomous engineering agents (Factory, Amp) [I haven’t tried yet]

• etc...
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Many LLM Applications in Research

• Literature Review

• Deep research mode using chat bot

• Coding

• Data cleaning, analysis, simulations, etc.

• Mathematical Modeling

• Derivations: Agents can write Python/SymPy or Lean code to verify math

• Testing Surveys

• Simulating behavioral experiments with personas before running costly field work

• Replication

• Can now easily replicate empirical papers

24/33



Future Outlook & Safety



Where We’re Headed (in my humble opinion)

• We will rarely write code

• We will become code reviewers

• For modeling and writing papers/presentations: similar shift (more reviewing, less writing)

• new equilibrium when cost of writing papers falls dramatically?
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Crucial to Review LLM Code
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Safety Risks: Deletion

• Agentic coding poses many risks

• Agent could delete important files
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Safety Risks: Deletion (Example 2)

• Another example of accidental deletion
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Safety Risks: “Prompt Injections”

• Agent could go online and download malware (if browser access granted)
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Security Risk: Sending Confidential Data to the Cloud

• Model, harness, and IDE each may send information you want to keep private to the cloud

• e.g., code with confidential data, or even just ideas you don’t want others to see (e.g., for

fear of being scooped)

• Note: data leakage is primarily through agent session context window

• this means giving an agent access to a workspace ; all workspace files sent to the cloud

• but agent may print out example rows from confidetial data, which would be sent to the

cloud and could be a problem depending on your data agreement
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Safety Solutions

• IDE agentic coding has default safeguards

• Sandboxed to workspace folder

• Asks permission (though this slows things down)

• Use Version Control (git)!

• Worktrees allow parallel coding

• Find your own balance regarding risk tolerance (YOLO mode?)
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LLMs and Overconfidence
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Reflection

• The LLM can take over a lot of your cognitive workload

• Perhaps too much!

• Need to find the balance between building human capital vs. offloading to agents

• future highly uncertain!
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